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Abstract. We present a method for identifying the discrete script or cursive language contained in a document image in only one step. The method depends on extracting a set of global templates that are shared between scripts and languages having common symbol shapes. This results in a small number of templates in addition to saving in processing time and memory requirement during program execution. A key point in our approach is that we perform one-dimensional normalization such that the width to height ratio is retained. This preserves the relative geometrical attributes of symbols, which adds to the discriminating power of our algorithm and produces small-size templates. Our algorithm requires less than 15 seconds using Pentium III (866MHz and 128 MB RAM) to identify the discrete script/cursive language of a document. The very encouraging results of our approach in terms of accuracy and speed make it suitable for use in commercial OCR products.
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I. Introduction
In a document understanding system that includes automated recognition capabilities, early detection of the scripts/languages present in a document has implications both in the selection of the proper character recognition service and in the resolution of errors produced by character recognition.

[image: image26.bmp]The capability of recognizing multilingual documents supports many applications including multilingual access to patent, business and regulatory information, document sorting in support of character recognition, translation, and keyword finding in document images. Dealing with multilingual documents raises many challenges including 

script/language determination, text reading direction, and differing character sets. This paper reports on an accurate and fast algorithm that enables document recognition systems to recognize a mixture of documents in different discrete scripts and cursive languages.

A.   Previous work on script and language identification

Spitz [1] described a method of classifying individual text lines as being either English or Japanese in documents restricted to contain only those two languages; hence the technique was really a script classifier rather than a language classifier. This technique is based on the distribution of an index of optical density and relies on the fact that Japanese contains Kanji which tends to be complex, and therefore optically dense, and Kana which tends to be simple and therefore optically light, while Roman script, which is used to set English, has a more consistent optical density, character by character.


In a more recent work of Spitz [2], he developed techniques for distinguishing which language is represented in an image of text. The method first classifies the script into two broad classes: Han-based and Latin-based. This classification is based on the spatial relationships of features related to the upward concavities in character structures. Language identification within the Han script class (Chinese, Japanese, Korean) is performed by analysis of the distribution of optical density in the text images. 23 Latin-based languages are handled using a technique based on character shape codes, a representation of Latin text that is inexpensive to compute.


In [3], Hochberg et al described an automated script identification system for typeset document images. The essence of their approach is to discover frequent character shapes in each script, then look for instances of these in new documents, in a process of five steps. First, training and test sets of documents are assembled for each script. Second, Textual symbols in the training set are found and rescaled to a uniform size. Third, similar symbols within each script are clustered and rarely occurring clusters are eliminated. Then, templates are formed by calculating each cluster’s centroid and thresholding. Finally, a subset of symbols from a new document is matched to the templates and the best script is found.


In [4], Peake and Tan presented a method based on texture analysis for script identification which does not require character segmentation. A uniform text block on which texture analysis can be performed is produced from a document image via some processing. Multiple channel (Gabor) filters and grey level co-occurrence matrices are used in independent experiments in order to extract texture features. Classification of test documents is made based on the features of training documents using the K-NN classifier.


In [5], Lee and Kim use a self-organizing neural network in order to determine not the script of the entire document, but the script of individual characters within the document. Initially, a non-linear normalization of character shapes (based on character density and character dimension information) is performed. Zero, first, second, and third order features are calculated using a mesh feature system, overlapping contour direction nodes, or Kirsch masks. There are then two classification stages, a coarse classifier (using a self organizing feature map which clusters characters into groups of all English, all Chinese, all Korean or mixed characters), followed by a fine classifier which classifies the characters in the mixed groups and presumably performs actual character identification.

B.   This work and motivation

Although the aforementioned and current techniques for script and language identification from images have their merits, most of them share the following disadvantage. Many textual symbol shapes are common between scripts/languages which are not made use of in the current techniques leading to harder algorithm requirements both in space and time. In our approach, we make use of this commonality of shapes, which results in a smaller number of shapes saving in processing time and memory requirement during program execution.


Our approach resembles that of Hochberg et al. [3] for script identification with many discriminating differences. The first main difference is that Hochberg et al address the problem of script identification. In our approach, we address the problem of discrete script or cursive language identification only in one step. The second main difference is that Hochberg et al find an independent set of templates for each script, which results in a large total number of templates. In our approach, the extracted templates are global and shared between scripts and languages having common symbol shapes which results in a smaller number of templates and savings in processing time and memory requirement during the program execution. Third, we introduce a novel definition of non-destructive normalization. Hochberg et al use two-dimensional normalization which destroys some geometrical attributes of original symbols leading to a less accurate algorithm. However, we use one-dimensional normalization which preserves these attributes adding to the discriminating power of our algorithm. Also, a novel definition of template similarity is presented. In their approach, to find the similarity between a textual symbol and a template, Hochberg et al compare every pixel in the former with the corresponding pixel in the later. This leads to a slow algorithm. In our approach, after normalization, the width of the textual symbol almost always differs from that of the template. We make use of this width difference in not comparing every pixel in the symbol and template, which saves in comparison time. Hochberg et al use clustering and averaging to build templates. In our approach, we don’t use clustering to build templates; we consider every new training textual symbol that is not similar to existing templates a new template. The net result of these differences is an algorithm which is more accurate and requires less than 15 seconds to identify the discrete script/cursive language of a document compared to two minutes required by the algorithm of Hochberg et al.
 
Our approach is summarized in the following steps. First, a training set of documents is assembled for each discrete script or cursive language. Second, Textual symbols in the training set are found and rescaled. Third, templates are constructed. Every new training textual symbol that is not similar to an existing template is a new template. Templates are sharable between discrete scripts and cursive languages. To classify the discrete script/cursive language of a document, a subset of its symbols is matched to the templates and the discrete script/cursive language yielding the best score is returned.

The rest of the paper is organized as follows. Template construction and identification stages are described in Sections II and III, respectively. Experimental results are reported in Section IV. Finally, the paper is concluded in Section V.

II. Template Construction

For script/language recognition, some image processing is required. Discussion will be limited here to that image processing specifically required to support the particular techniques of script/language identification.


All connected components in the training set are extracted. Components which don’t satisfy certain size constraints are filtered out. For example, if the height or width of a component is less than some specified threshold or is greater than some other threshold, then the component is discarded, see Section IV for values of these thresholds. This eliminated small spots, vertical and horizontal lines, and other unlikely to be textual symbols while retaining wide cursive textual components such as those found in Arabic, and diacritic and punctuation marks, which are sometimes useful for script identification. The components which pass these tests constitute the set of textual symbols, Σ.


After all textual symbols in the training images from all discrete scripts/cursive languages are extracted, they are vertically normalized. Let Σ’ represent the set of vertically-normalized symbols. Every symbol σ’ 
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 Σ’ consists of the pair (Im, l) where Im is the normalized symbol image and l is the discrete script or cursive language to which Im belongs. Then, the set of global templates, T, is formulated as follows. Initially, T is empty. Every template t 
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 T is a pair (Im, L), where Im is the vertically-normalized template binary image, and L is the set of discrete scripts and cursive languages which this template represents. Given a new training symbol σ’ = (Im, l) 
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 Σ’, the similarity, s(σ’, t) between this symbol and every template t 
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 T is calculated, where T is the current set of templates. If the most similar template, tbest = (Im*, L*) yielded a similarity not less than a certain threshold, SMIN, then the discrete script or the cursive language class l of σ’ is added to the list L* of tbest. Otherwise, the new symbol, σ’ = (Im, l), is added as a new template, t = (Im = Im, L = {l}), to the set of templates, T.


The symbols of images which are used early in the template construction phase don’t see the templates of later images, i.e., they aren’t matched against each other. Thus, there can be a possibility that a symbol is matched to some template with certain similarity; then, later, a new template is generated which if matched against that symbol yields a better similarity. Thus, after finding the templates, the sets of discrete scripts/cursive languages, L, which templates represent are emptied and another scan is performed over the training set to match every symbol against the best template. The discrete script/cursive language of the symbol is added to the set of discrete scripts/cursive languages which the best template represents. In this last phase, no new templates are generated.

Vertical normalization

In the context of document understanding, the normalization operation almost means to normalize in two directions: x and y, which is the case for the script identification technique in [3]. Actually, this can be dangerous since information is lost due to this kind of two-dimensional normalization. For example, let the shapes of Figure 1(a, b) represent two different textual symbols in two different scripts/languages. If these symbols are normalized to fill a box of 40 × 40 pixels, i.e., two-dimensional normalization is used, then the corresponding shapes of Fig. 1(c, d) are obtained. Although the original shapes are not the same, clearly, the shapes of Fig. 1(c, d) are similar, which should not be the case. Normalizing this way, the two symbols will match each other and will be ultimately represented by one template. This leads to a situation of being unable to discriminate between the two scripts/languages in terms of these symbols. However, performing a one-dimensional normalization, say in the vertical direction, such that the width/height ratio is preserved yields the two shapes of Figure 1(e, f). Cleary, the difference between the two normalized shapes is adequate to match them to different templates, which helps in discriminating between the two scripts/languages.

The question now is: in which direction to normalize, the vertical or the horizontal? Scripts are either cursive or discrete. In discrete scripts, a word consists of isolated characters which have dimensions that differ from character to character even for a specific font type and size. Since the size of variability in isolated characters is limited to a certain extent, we can normalize in either direction. For cursive scripts/languages, e.g. Arabic and Farsi, a word consists of characters some of which can be connected. The direction of writing in cursive languages almost follows horizontally either from right to left or from left to right. Theoretically, there is no limit to the number of characters that 
can be connected. Thus, for a specific font type and size the word height is more or less fixed while the word width is so variable that it is more dangerous than in the case of discrete script to normalize in two directions. Consequently, it is better to normalize only

[image: image27.bmp]in the vertical direction such that the width/height ratio is preserved which results in normalized words that retain the relative geometrical attributes of the original un-normalized words. Therefore, we conclude that vertical normalization is our safe choice for discrete scripts and cursive languages.


One may argue that one-dimensional normalization produces variable-size templates which sometimes may be large; hence degrading the speed of the identification process. First, the size variability of templates is not a problem and is an advantage in our algorithm as will be seen after explaining how template matching is performed. Second, for the templates which are generated using our approach, we found that their average width is 25 pixels. The height of templates is fixed, 20 pixels. Thus, on the average, the variable dimension (the width) is only 5 pixels greater than the vertical dimension. Thus, vertical normalization such that the width/height ratio is preserved produces small-size templates.


The way vertical normalization is performed is as follows. Let w and h be the width and height of the image to be normalized, respectively. Let H be the required normalized height. First the image is enlarged by a factor of H. Then, the enlarged image is shrunk by a factor equal to h by dividing the enlarged image into square boxes of side equal to h. Every square box in the enlarged image corresponds to one pixel in the final normalized image. The pixel is set to white if more than one half the pixels in the corresponding square box are white; otherwise, it is set to black.

Template matching
Let σ’ = (Im, l) be a vertically-normalized textual symbol and t = (Im, L) be a template. The template image, Im, is already normalized since this is a function of the template construction phase. Thus, both the textual symbol and the template have the same height. Let wmin and wmax  be equal to the minimum and maximum of the widths of the textual symbol image, Im, and the template image, Im, respectively. Let




area = wmax × H



  


        (1)

where H is the required normalized height. The initial similarity, sο(σ’, t), between σ’ and t is defined by




sο(σ’, t) = 1.0 - (wmax – wmin ) ×  H / area




   = 1.0 - (wmax – wmin ) / wmax



        (2)

If the initial similarity is less than an empirically determined threshold, SMIN, then column comparison is not initiated. Otherwise, the Hamming distance, d, between column i of the narrower image and column 
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 of the wider one, i = 0, 1, …, wmin - 1, is calculated. A value equal to d / area is subtracted from the remaining similarity to obtain the similarity:





s(σ’, t) = sο(σ’, t) – d / area

  

        (3)

After every column comparison, if the remaining similarity is less than SMIN then comparison is aborted. Therefore, at most wmin pairs of columns of Im and Im are compared. This gives more speed to our algorithm. In [3], since a two-dimensional normalization to a fixed box is used and the whole pixels of the template and the textual symbol images are compared, a slow algorithm results. Algorithm I shown below is a formal description of the template construction process.

Algorithm I.
Template construction

Step 1.
Preprocessing

a. Extract the set of textual symbols, Σ.

b. Vertically-normalize the set of textual symbols Σ to produce the set Σ’.

Step  2.
Global template construction

a. Let the set of templates be T =
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, the empty set.

b. For every training symbol σ’ = (Im, l) 
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 Σ’ do
{



For every template t = (Im, L) 
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 T do
{



Find the similarity, s(σ’, t), between σ’ and t



}


From the earlier computed similarities, let the most similar template be tbest = (Im*, L*) with similarity sbest;


If sbest 
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 SMIN  then
{



Update tbest by letting L* = L* 
[image: image10.wmf]U

 l


}


else
{



Create a new template t = (Im = Im, {l});



Let T = T 
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 t



}


}

Step 3.
Template Tuning

a. For every template t = (Im, L) 
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 T let L = 
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, the empty set;

b. For every training symbol σ’ = (Im, l) 
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 Σ’ do
{



For every template t = (Im, L) 
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 T do
{



Find the similarity, s(σ’, t), between σ’ and t



}

Let the template tbest = (Im*, L*) be the one which has the best similarity s(σ’, tbest) among all similarities computed in the previous loop;


Update tbest by letting L* = L* 
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 l

}

End of algorithm I.

In our approach, it is worth mentioning that when a new template is created its image is set to that of a single symbol. This means that extra symbols matched to the template are not used to modify the template’s image. This is in contrast with the algorithm of [3] which creates clusters of symbols and calculates the cluster’s centroid to form templates. We found out that our algorithm works well without that averaging step.

III.  Identificaiton

To identify the discrete script/cursive language of a new document, a set of N textual symbols passing some tests, see Section IV, of the document is matched against templates. N is not the total number of symbols in a document which may reach thousands of symbols. N is only the size of the sample of symbols, to be used to identify the discrete script/cursive language of the document, drawn from the whole set of symbols in the document. To find whether a textual symbol is accepted, it is matched against all templates. The template which yields the best similarity is recorded. If the final similarity is not less than a certain threshold, SMIN, then the symbol is accepted. Let the number of accepted symbols be equal to n. For every accepted symbol the set of discrete scripts/cursive languages associated with the template which best matched the symbol is retained. If discrete script/cursive language l exists in nl of these sets, then the ratio A = nl / n represents how much the content of the input image is from discrete script/cursive language l. The discrete script/cursive language, lbest, which achieves the highest ratio, Amax, is recorded. If Amax is less than a specified threshold, AMIN, then the image is rejected. Otherwise, the identified discrete script/cursive language is lbest. The following is a formal description of the identification algorithm.

Algorithm II.
Identification of discrete script or cursive language of a document

Step 1.
Preprocessing

a. The first N textual symbols are selected to form the set Σ.

b. Vertically-normalize the set of textual symbols Σ to produce the set Σ’.

Step 2.
Symbol acceptance

a. Let M be the list of sets of discrete scripts/cursive languages associated with templates which best-match textual symbols. Initially, M is empty. Initialize the number of accepted symbols n to 0, which also equals the length of list M.

b. Let Q = 
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. At the end of the algorithm, Q will contain the union of the sets of discrete scripts/cursive languages associated with templates which best-match textual symbols.

c. For every symbol σ’ = (Im, unknown) 
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 Σ’ do
{

Find the best template, tbest = (Im, L) 
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 T, which matches σ’ with the highest similarity, smax.

If (smax ≥ SMIN)
{


Increment n;


Add the set L to the list M;


Q = Q 
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 L 


}


}

Step 3.
Script/Language selection

a. For every discrete script/cursive language l 
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 Q do
{



Let nl be equal to the number of sets in list M in which l exists;



Define A = nl / n



}

b. From the previous loop, let lbest 
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 Q be the discrete script/cursive language which achieves the highest ratio, A, and call this Amax;

c. If Amax 
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 AMIN, then the identified discrete script/cursive language is unknown = lbest;


Else the document image is rejected.

End of algorithm II.


It is worth mentioning that the identification of different cursive languages using the same script depends on the fact that although the individual textual symbols are the same they connect to each other in different ways to produce different combinations of textual symbols which can be regarded as new compound textual symbols. Fortunately, these different compound textual symbols are adequate to discriminate between these languages in only one step.

IV.   Results

The data used in our method was collected and used by Hochberg at el [3], in their work of automatic script identification. The data consisted of 195 typeset document images in 24 languages. The languages were chosen for their wide coverage and their availability. Images came from books, newspapers, magazines, and computer printouts.

We divided the images into two sets. For each discrete script/cursive language, two to ten images were used to create the training images and one to five images to create the test images. Table 1 displays the scripts/languages and the number of training/test images used in each. Notice that some boxes in the table contain more than one discrete language. To make it clear, our method does not distinguish between such languages. It only identifies their discrete script, i.e., writing system. For example, one box contains the Cyrillic discrete script with two languages: Russian and Serbian. Our method can identify Cyrillic and can’t distinguish between Russian and Serbian. However, if the document contains a cursive script, then our method is able to identify the language, also. For example, Arabic script is cursive and has three languages: Arabic, Dari, and Farsi, which all can be determined in one step.

Table 1. Training and test images

	Script: Languages
	No. of images

	
	Training
	Test

	Arabic: Arabic
	4
	2

	Arabic: Dari
	2
	1

	Arabic: Farsi
	4
	2

	Armenian: Armenian
	10
	5

	Burmese: Burmese
	10
	5

	Chinese: Chinese
	10
	5

	Cyrillic: Russian, Serbian
	10
	5

	Devanagari: Hindi
	6
	3

	Devanagari: Marathi
	2
	1

	Devanagari: Sanskrit
	2
	1

	Ethiopic: Amharic, Tigrinian
	10
	5

	Greek: Greek
	10
	5

	Hebrew: Hebrew, Yiddish
	10
	5

	Japanese: Japanese
	10
	5

	Korean: Korean
	10
	5

	Latin: English, French, 

           German, Italian, Slovak
	10
	5

	Thai: Thai
	10
	5

	All scripts: All languages
	130
	65


Several issues can be identified which may affect script/language identification [3]. The dataset included images with overall rotation up to approximately 10°, multiple rotations caused by cut-and-pasting together several document portions before scanning the image, or gutter distortion; therefore, no attempt was made to correct skew. All images were black-on-white, contained only text, and were typeset. They contained no foreign characters, such as Roman characters in Korean documents. Our approach is invariant to the direction of text flow. Training and test images were scanned at 200 to 400 dpi. Some images contained fragmented or conjoined characters, or extraneous material such as creases and stray lines. Most images derived from books were scanned from photocopies rather than from the original book pages.

After all components in the training set are extracted, a component which does not satisfy any of the following constraints is filtered out: the component width and height are at least 3 pixels each, the maximum width and maximum height are 600 and 200 pixels, respectively. These values were empirically determined and proved adequate to eliminate flecks and vertical and horizontal lines while retaining long Arabic and Devanagari words, and diacritics and punctuation marks, which are sometimes useful for discrete script/cursive language identification. The remaining components are textual symbols.

The algorithm was implemented and run on a Pentium III 866MHz PC with 128 MB RAM. We didn’t use documents of fonts different than those used in the template construction phase to test whether our algorithm generalizes to fonts that are different from those in the training set. Actually, we simply believe that new fonts require additional training on these fonts to get useful results. The minimum similarity, SMIN, used in the template construction and testing phases was empirically determined and set to 0.75. Selecting a greater value increases the number of templates; hence, slows down the identification algorithm. On the other side, decreasing SMIN below 0.75 reduces the accuracy of our algorithm.

We conducted three experiments to test our algorithm. In the first experiment, textual components were only vertically normalized to 20 pixels height. The template construction phase produced 2400 global templates. Table 2 reports results obtained with values of N, number of symbols passing size filters, between 20 and 300, and value of AMIN, the acceptance threshold, between 50% and 90%. N is not the total number of symbols in a document which may reach thousands of symbols. N is only the size of the sample of symbols, to be used to identify the discrete script/cursive language of the document, drawn from the whole set of symbols in the document. No misclassifications occurred at values of N ≥ 80. For values of AMIN of 70% or less no rejects occur. Thus, to use the algorithm effectively, the values of N and AMIN may be set to 100 and 60%, respectively.

In the second experiment, textual components were vertically-normalized to 15 pixels height. Table 3 reports results obtained with values of N between 20 and 300, and value of AMIN between 50% and 90%. Only one misclassification occurred for values of N of 120 or more. That misclassification was an Arabic language document misclassified as Farsi. The reason is that only four Arabic documents were used in the template construction phase. We expect that this misclassification will diminish if more training is performed. Again, for values of AMIN of 70% or less no rejects occur.

Table 2. Number of misclassifications/rejections of test images (out of 65), vertical normalization, normalized height = 20 pixels

	No. of Symbols
	Acceptance (AMIN)

	
	50%
	60%
	70%
	80%
	90%

	20
	5/0
	5/0
	5/0
	5/0
	4/8

	40
	1/0
	1/0
	1/0
	1/0
	1/5

	60
	1/0
	1/0
	1/0
	1/0
	0/6

	80
	0/0
	0/0
	0/0
	0/0
	0/7

	100
	0/0
	0/0
	0/0
	0/0
	0/3

	120
	0/0
	0/0
	0/0
	0/1
	0/5

	140
	0/0
	0/0
	0/0
	0/1
	0/3

	160
	0/0
	0/0
	0/0
	0/1
	0/3

	180
	0/0
	0/0
	0/0
	0/0
	0/3

	200
	0/0
	0/0
	0/0
	0/0
	0/3

	220
	0/0
	0/0
	0/0
	0/0
	0/2

	240
	0/0
	0/0
	0/0
	0/0
	0/3

	260
	0/0
	0/0
	0/0
	0/0
	0/3

	280
	0/0
	0/0
	0/0
	0/0
	0/3

	300
	0/0
	0/0
	0/0
	0/0
	0/3


Table 3. Number of misclassifications/rejections of test images (out of 65), vertical normalization, normalized height = 15 pixels

	No. of Symbols
	Acceptance (AMIN)

	
	50%
	60%
	70%
	80%
	90%

	20
	8/0
	8/0
	8/0
	7/1
	5/7

	40
	3/0
	3/0
	3/0
	3/0
	2/6

	60
	3/0
	3/0
	3/0
	3/0
	2/4

	80
	2/0
	2/0
	2/0
	2/0
	1/3

	100
	2/0
	2/0
	2/0
	2/0
	1/2

	120
	1/0
	1/0
	1/0
	1/0
	0/2

	140
	1/0
	1/0
	1/0
	1/1
	0/2

	160
	1/0
	1/0
	1/0
	1/0
	0/4

	180
	1/0
	1/0
	1/0
	1/0
	0/3

	200
	1/0
	1/0
	1/0
	1/0
	0/3

	220
	1/0
	1/0
	1/0
	1/0
	0/3

	240
	1/0
	1/0
	1/0
	1/0
	0/3

	260
	1/0
	1/0
	1/0
	1/0
	0/2

	280
	1/0
	1/0
	1/0
	1/0
	0/2

	300
	1/0
	1/0
	1/0
	1/0
	0/2


Table 4 shows the time requirements of our algorithm, averaged over all documents in the testing dataset, when the normalized height was set to 20 pixels. The time doesn’t include input/output overhead. For N = 100, a document requires less than 15 seconds to identify its discrete script/cursive language compared to two minutes required by the algorithm of [3], which was implemented on a sun IPX station. It is noticed that an increment of 2.2 seconds is required for every extra 20 symbols.

Table 4. Time requirement for script and language identification (seconds), vertical normalization, normalized height = 20 pixels

	No. of symbols
	Time (sec.)

	20
	4.5

	40
	6.8

	60
	9.0

	80
	11.2

	100
	14.2

	120
	16.4

	140
	18.5

	160
	20.8

	180
	21.9

	200
	24.1

	220
	26.6

	240
	28.8

	260
	30.7

	280
	32.9

	300
	35.1


Table 5 shows the average time requirements when the normalized height was 15 pixels. For N = 100, a document requires 8.5 seconds to identify its discrete script/cursive language which is 40% less than the time requirement when the normalized height is 20 pixels and 14 times faster than the method of [3]. An increment of 1.3 seconds is required for every extra 20 symbols compared to 2.2 seconds when normalized height was 20 pixels.

Table 5. Time requirement for script and language identification (seconds), vertical normalization, normalized height = 15 pixels

	No. of Symbols
	Time (sec.)

	20
	3.4

	40
	4.7

	60
	6.0

	80
	7.3

	100
	8.5

	120
	9.8

	140
	11.0

	160
	12.2

	180
	13.5

	200
	14.8

	220
	16.1

	240
	17.3

	260
	18.5

	280
	19.7

	300
	21.0


Comparing the results of the 20 and 15 pixels normalized height, reveals that the 20 pixels case is more accurate but is slower than the 15 pixels case. Thus, the designer has the choice of using either resolution depending on his preference.

To see the difference between the effect of vertical normalization used in our algorithm and two-dimensional normalization used in [3] and similar approaches, our algorithm was run in a third experiment with the same setting of vertical normalization when the template height was 20 pixels. In this experiments, symbols were normalized to 25 × 20 pixels. The height was set to 20 pixels to make it similar to our selection in the case of vertical normalization in the first experiment. The width was set to 25 pixels since, in the first experiment, this is the average template width. Thus, normalizing to a 25  ×20 box makes the comparison reasonable and fare. Table 6 shows the number of misclassifications/rejections out of 65 images. Comparing results of this table to those of Table 2, we notice that the number of misclassifications in the former is greater than those in the later. The reason is that for which we devised and used only vertical normalization such that the width/height ratio is retained, see Section II. Also, notice that in Table 2, misclassifications diminished for N ≥ 80. In Table 6, misclassifications could not be eliminated even for high values of N although in the interval 120  ≤ N ≤ 160 no misclassifications occurred. We consider this disappearance of misclassifications occasional and cannot be taken into account since the general trend here is a nonzero number of misclassifications. In Table 6, there is no rejections, except for the case N = 20 and AMIN = 90%, which can be harmful because it is more safe to reject than to misclassify. The reason that there are almost always no rejections is that an input textual symbol always finds a similar template to match since, during training, two-dimensional normalization resulted in non-similar textual symbols being grouped together in the same cluster.

Table 6. Number of misclassifications/rejections of test images (out of 65), two-dimensional normalization, normalized width = 25 pixels, normalized height = 20 pixels

	No. of Symbols
	Acceptance (AMIN)

	
	50%
	60%
	70%
	80%
	90%

	20
	7/0
	7/0
	7/0
	7/0
	7/2

	40
	4/0
	4/0
	4/0
	4/0
	4/0

	60
	4/0
	4/0
	4/0
	4/0
	4/0

	80
	3/0
	3/0
	3/0
	3/0
	3/0

	100
	1/0
	1/0
	1/0
	1/0
	1/0

	120
	0/0
	0/0
	0/0
	0/0
	0/0

	140
	0/0
	0/0
	0/0
	0/0
	0/0

	160
	0/0
	0/0
	0/0
	0/0
	0/0

	180
	2/0
	2/0
	2/0
	2/0
	2/0

	200
	2/0
	2/0
	2/0
	2/0
	2/0

	220
	2/0
	2/0
	2/0
	2/0
	2/0

	240
	2/0
	2/0
	2/0
	2/0
	2/0

	260
	1/0
	1/0
	1/0
	1/0
	1/0

	280
	1/0
	1/0
	1/0
	1/0
	1/0

	300
	1/0
	1/0
	1/0
	1/0
	1/0


Table 7 displays the time requirement in the case of two-dimensional normalization. It almost always requires twice the time required for vertical normalization. For N = 100, our algorithm requires only 14.2 seconds to identify the discrete script/cursive language of the document compared to 25.2 seconds for two-dimensional normalization. A reason for this speedup is that our algorithm uses only vertical normalization producing variable-width templates; hence saving in the time required to find the similarity between a template and a textual symbol, see Section II for details. Also, our new definition of image similarity and the accumulative way it is computed introduces another time saving. Thus, our algorithm exceeds algorithms similar to [3] in terms of accuracy and speed.

Table 7. Time requirement for script and language identification (seconds), two-dimensional normalization, normalized width = 25 pixels, normalized height = 20 pixels

	No. of Symbols
	Time (sec.)

	20
	7.0

	40
	11.6

	60
	16.1

	80
	20.6

	100
	25.2

	120
	29.8

	140
	34.0

	160
	38.4

	180
	42.8

	200
	47.2

	220
	52.0

	240
	56.3

	260
	60.5

	280
	65.2

	300
	69.9


V.   Conclusion

We presented a method for identifying the discrete script/cursive language contained in a document image in only one step. Since many symbol shapes are common between scripts/languages, this commonality of shapes was made use of. The method depends on extracting a set of global templates that are shared between discrete scripts/cursive languages having common symbol shapes. This results in a smaller number of templates saving in processing time and memory requirement during program execution.


A key point in our approach is that we perform one-dimensional normalization such that the width to height ratio is retained. This preserves the relative geometrical attributes of symbols, which adds to the discriminating power of our algorithm, produces small-size templates, and results in a fast identification of the discrete script/cursive language. A new definition of similarity between images of different widths was introduced which also adds to the speed of our algorithm.


To use the algorithm for fonts different than those used in the template construction phase additional training on these fonts is required to get useful results. Our algorithm requires less than 15 seconds to identify the discrete script/cursive language of a document. The encouraging results of our approach in terms of accuracy and speed make it suitable for use in commercial OCR products.
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التعرف على نظام الكتابة ذي الحروف المنفصلة

 أو اللغة ذات الحروف المتصّلة من صور المستندات
إبراهيم سليمان إبراهيم أبو هيبة

قسم هندسة الكهرباء والحاسوب، الجامعة الإسلامية، غزة،

ص. ب. 1276، غزة، فلسطين

( قدم للنشر في 29/12/2001م ؛ وقبل للنشر في 23/11/2002م ) 

ملخص البحث. نقدم طريقة للتعرف على نظام الكتابة ذي الحروف المنفصلة أو اللغة ذات الحروف المتصلة في صورة مستند في خطوة واحدة فقط. تعتمد الطريقة على استخراج مجموعة من القوالب التي تتشارك فيها نظم خطوط كتابة و لغات ذات أشكال رموز مشتركة، و ينتج عن هذا عدد صغير من القوالب إضافة إلى التوفير في وقت تنفيذ البرنامج و حجم الذاكرة المطلوبة. نقطة أساسية في طريقتنا هي أننا نجري عملية تسوية للرموز في بعد واحد بدون تغيير نسبة عرض إلى ارتفاع الشكل، و هو ما يحافظ على الخواص الهندسية النسبية للرموز مضيفا إلى قوة التمييز لطريقتنا و منتجا قوالب صغيرة الحجم.

تحتاج طريقتنا إلى أقل من 15 ثانية باستخدامPentium III (866MHz and 128 MB RAM)  للتعرف على نظام الكتابة ذي الحروف المنفصلة أو اللغة ذات الحروف المتصّلة في مستند. إن النتائج المشجّعة جدا لطريقتنا من ناحية الدقة و السرعة تجعلها مناسبة للاستخدام في المنتجات التجارية للتعرف الضوئي على الحروف.
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Fig. 1. (a) and (b) Two different symbols belonging to scripts/languages l1 and l2, respectively, (c) and (d) corresponding symbols after normalizing to 40 × 40 box, (e) and (f) corresponding symbols after vertical normalization.
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